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The XOS VPN solution provides a proprietary “virtual private network” between two 
or more Edge appliances.   The XOS VPN also enables IT administrators to bind 
multiple tunnels together to increase overall throughput as well as enable full VPN 
failover in the event of a WAN outage at either end of the connection. 

Some of the additional advantages of the VPN solution include the ability to 
compress traffic prior to traversing the tunnel, and then prioritizing based on 
application type as it is delivered to the remote network. 

The example below shows a highly optimized solution between two sites.  This 
example demonstrates how to Edge appliances (one at each location) in combination 
with multiple WAN connections, can greatly increase the overall performance and 
throughput of critical applications being access between the sites. 

 

�

�



�

�"""" ����

���� �
�
����
��
!����

��

Use the EdgeWALL -> Virtual Private Networking (XOS) menu selection to create a 
new tunnel.  When selecting this menu option the tunnel listing first appears.  Select 
the “<< Add Tunnel” button to begin the configuration process. 

 

 

VPN/WAN Optimization Configuration 

The configuration process is fairly straight forward.  The key is making sure that the 
configuration matches on both sides of the tunnel.  Here is a list of the information 
required to configure the tunnel: 

- What will be the name of the connection? 

- What secret key will you use? (16 numbers/letters) 

- What encryption level will be enabled? 

- Which WAN interfaces will be used, and their IP addresses? 

- What are the LAN networks at each end? 

- What virtual network address space will be used (ex: 10.0.0.0/30)? 

- Which side will be the hub? 

- Is the tunnel being created a binding or backup tunnel? 
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The following screen shot displays the standard configuration menu. 

�

Tunnel Name 

This is simply a name used to keep track of the tunnels created.  It is also used when 
referencing a tunnel for binding.  It does not need to be the same at both ends. 

 

The tunnel name may use any alphanumeric character, however spaces should not 
be used, instead replace a space with an “_” underscore character. 
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Tunnel ID 

This is the unique tunnel ID on the system being configured.  This ID is composed of 
two parts, the session number and the tunnel number.  Every tunnel must have a 
unique ID within each Edge device for tracking purposes.  The session number is 
based on the number of licensed tunnels available on this unit.  The session number 
is obtained from the drop-down box.  The tunnel number is a unique identifier which 
MUST be the same number that is used when configuring the remote tunnel. 

 

Tunnel Type 

This parameter determines how the tunnel is associated with other tunnels on the 
Edge device.  The default is always set as a primary tunnel.  Secondary tunnels to 
the same remote device can be either a backup tunnel, or a tunnel which is bound to 
the primary tunnel for load balancing purposes (which greatly increases overall 
throughput).  When selecting Backup, make sure to enter the primary tunnel name, 
when selecting Bind To, make sure to select the bind to tunnel. 

 

Shared Secret Key 

This is a 16 character key which is used for authenticate between each Edge device.  
The key MUST be exactly 16 characters (numbers/letters) without spaces. 

 

Encryption Type 

The two current options include 3DES (which is the standard used by the 
government and financial institutions) or Blowfish (which is a new, very fast, 
algorithm).   

 

NOTE: AES encryption will also be available in the near future. 
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WAN Interface 

This parameter designates to which WAN interface this tunnel will be bound.  All 
connectivity to this tunnel will be performed via the selected WAN interface. 

 

Virtual Address 

This parameter is used to create a virtual network between the two Edge devices.  It 
requires a used network block to establish the tunnel connection.  Private address 
space is recommended.  Example 10.0.0.1 and 10.0.0.2, or 172.168.0.1 and 
172.168.0.2, with the opposite addressing configured on the remote Edge device. 

 

Remote Edge Device 

The IP address assigned to the remote Edge devices WAN interface. 

 

Remote Network 

This is the LAN network of the remote Edge device.  This entry determines which 
packets are sent through the tunnel based on their destination IP address. 

 

Client/Hub 

The client is the Edge device which initiates the connection.  Generally in a central 
office/branch office configuration, the central office is the hub connection and the 
branch office(s) is/are the client connection(s). 

 

NOTE: Their must be a hub/client pair for every tunnel established.  Therefore if there 
are five remote client locations with one tunnel configured on each remote Edge 
device, there must be five hub tunnels created on the main Edge appliance to which 
those remote clients are connecting. 
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On Failover 

This parameter determines when the tunnel should be activated.  When enabled, this 
tunnel will only become active if the WAN1 link should fail.  This type of configuration 
is generally used when WAN1 is a private point-to-point link and WAN2 is connected 
to the Internet for backup purposes. 
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The following example demonstrates how to configure a site-to-site XOS VPN tunnel. 

Client Side 

Adding this tunnel creates the CLIENT side of the example connection. 

 

NOTE:  This configuration is based on the diagram located on page 3. 
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Tunnel Listing 

The tunnel listing shows all configured tunnels on the system.  These tunnels may or 
may not be enabled.  Disabled tunnels will not participate in VPN connections. 

 

This listing shows the example tunnel that was created on the previous page of this 
manual and details the fact that this is a client tunnel, the device this tunnel is 
attempting to connect to, and which destination based packets will be sent through 
the tunnel. 

Binding 

This column shows whether the tunnel is bound to another tunnel.  If there is a 
binding, the bound tunnel name is provided in this space. 

Session 

This is the unique session ID which is assigned during the tunnel creation.  This ID 
must be the same on both sides of the tunnel. 

State 

This displays whether the tunnel is enabled or disabled.  The tunnel must be enabled 
to establish a connection between two sites. 

Activated 

This shows whether the tunnel has been able to establish a connection.  If this says 
“No” then the tunnel has not been able to complete the connection. 

Status 

This displays whether a route has been added to the Edge appliance in order for 
traffic to use this tunnel.  A tunnel may be activated but not routing traffic, as it may 
be a backup tunnel. 

Start/Stop/Restart All 

The Start and Stop button are used to enable or disable a tunnel.  When a tunnel is 
disabled it can not come back up without being started.  The Restart All button is 
used to ‘reset’ all tunnels, this button is useful when trying to re-sync tunnel 
connections. 
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Hub Side 

Adding this tunnel creates the HUB side of the example connection. 

 

Once both the client and hub tunnels have been configured, each tunnel should be 
activated and started.  NOTE:  In most cases the HUB side of the connection should 
be started first, then the CLIENT side of the connection. 

Example:  After starting the HUB side of the connection, Start the client side of the 
connection.  The tunnel listing should show that the tunnel is “Enabled”. 

 

Once “Enabled” the connection should come up within 30-60 seconds. 
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Fully Meshed VPN Configuration 

When configuring a fully meshed architecture its is required that you use secondary 
addresses on the WAN interface in order to terminate the additional tunnels. 

NOTE:  You can not connect to the same remote tunnel address from two or more 
WAN interfaces.  Instead, you create a secondary address on the HUB device and 
initiate the meshed tunnels to the secondary addresses.  

 

The following method is used to configure the secondary addressing for a meshed 
and fully meshed VPN solution.  

1) Configure a primary tunnel for both units. 

2) Configure a bind tunnel using a different WAN port on both units, binding to 
the primary tunnel. 

3) Create a secondary IP address on the HUB side of the WAN link. 

4) Configure an additional tunnel(s) similar to the first, however this time 
configure the clients to use the secondary addresses assigned on the HUB 
side of the tunnel. 

5) Start all of the tunnels, they should automatically sync and bind to each other. 

Adding secondary WAN addresses to the various WAN interfaces is done through 
the “Seocndary IPs” menu under the Interfaces tab. 
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When configuring the secondary WAN tunnels, notice the additional WAN interface 
options which can now be selected.  These are required when establishing a fully 
meshed solution. 

 

It is also important to note that the Remote Edge Device field will be the 
SECONDARY address selected on the opposite end of the tunnel, not the normal 
WAN address as normally used.  

�

A fully meshed solution should have four tunnels associated with it.  Two primary 
WAN1/IP1-to-WAN1/IP1 tunnels (for example) and two cross-over tunnels 
(WAN1/IP1 – WAN2/IP2).  This scenario provide 100% tunnel failover between sites.  

�
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The following example demonstrates how to configure a backup tunnel.  Backup 
tunnel type is selected, the Tunnel name of the primary tunnel is entered, the tunnel 
ID must be different, the interface is WAN2 and the Virtual addressing is different.   

 

The XOS VPN keeps track of all connections and thus both tunnels should be 
enabled in order for failover to work properly, as seen below. 

 

When in backup mode the secondary tunnel will remain in a failover state unless the 
primary link should fail, in which case the backup tunnel will come up automatically. 
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Backup Tunnel (On WAN1 Failure) 

A primary tunnel can be created that only comes up when the WAN1 link fails, thus it 
is a backup VPN solution, but there is only one tunnel created, so it is a primary 
tunnel, an example can be found below. 

WHEN: This configuration is used when there is an existing private link on WAN1 
and a WAN2 is an Internet based link.  If WAN1 were to fail, this failover VPN tunnel 
would come up and provide connectivity to the remote site. 

 

NOTE: The On WAN1 Failure backup connection must be configured on a WAN2 
interface and must also be set as a primary tunnel. 
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With the XOS VPN it is extremely easy to create a bonded VPN tunnel.  In this mode, 
all VPN traffic is balanced over each tunnel in order to increase overall throughput 
and reliability. 

Any of the bonded tunnels will automatically failover in the event an outage and will 
failback once the connection has been reestablished. The following example 
demonstrates how to configure a bonded tunnel 

 

The tunnel listing below shows how both tunnels have been started and are 
“Enabled”, further each tunnel has come up within the standard 30-60 seconds and 
routes have been added to balance the traffic across the connections (Status = UP). 
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As seen in the example below, this configuration is created between a single WAN 
port on one Edge appliance and two (or more) WAN ports on another Edge 
appliance.   

- Providing VPN failover between a multi-WAN site and a single WAN site. 

 

When configuring a single WAN interface to multi-WAN interface load balanced / 
failover VPN, you must create two tunnels with reversed hub/client configurations.  
The following steps outline what is required. 

Single to Multi-WAN Setup Option #1 

The following method is used to configure a single to multi-WAN VPN tunnel.  

1) Configure a primary tunnel for both units, client on one side, hub on the other. 

NOTE: When creating the second tunnel the client/hub designation will be 
reversed.  The hub side is now configured as the client and vice versa. 

2) Create a secondary IP address on the HUB side of the secondary tunnel. 

3) Configure an additional tunnel similar to the first, however this time use the 
secondary addresses when creating the HUB side of the tunnel. 

4) Create the client side of the tunnel using the secondary address specified on 
the HUB as the remote edge device. 

5) Start all of the tunnels, they should automatically sync and bind to each other. 

Adding secondary WAN addresses to the various WAN interfaces is done through 
the “Seocndary IPs” menu under the Interfaces tab. 
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The following example configuration demonstrates how to configure a single to multi-
WAN VPN in a load balance or failover mode.  Site A is a HQ office with dual WAN 
links, while Site B is the branch with only one WAN link.   

The primary tunnel is created from Site A to Site B where Site A is the HUB side.   

SITE A 

 

The secondary tunnel is created from Site A to Site B where Site B is now the HUB 
side of the connection.  Additionally, Site B has been assigned a secondary IP 
address to ensure against IP conflicts. 

SITE B 

 

This configuration provides a fully load balanced VPN solution with failover between 
a single WAN link site and a dual WAN link site. 
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Single to Multi-WAN Setup Option #2 

This option uses the On Failover option when configuring the Edge appliance with 
the multi-WAN capability.  This option will only bring up the second tunnel if the 
primary WAN interface on the multi-WAN appliance fails. 

 

Thus the configuration would be as follows: 

Edge A (Single WAN Device) – Configure two tunnels, one primary and one backup.  
Set both tunnels to an active state.  One tunnel is directed to the WAN1 interface of 
the HUB side, and one tunnel is directed to the WAN2 interface of the HUB side. 

Edge B (Multi-WAN Device) – Configure two tunnels so that they would work with the 
two tunnel created on the ‘Edge A” device.   Now, when configuring the secondary 
tunnel on this “Edge B” device enable the “On Failover” button.   

Set both tunnels to an active state. Under this configuration the secondary tunnel will 
only become active if the primary tunnel should fail due to a WAN port failure on the 
Edge B appliance. 
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Built within the XOS VPN tunnel feature set is the ability to add additional fine tuning.  
This is done using the same parameters as used for WAN Optimization. 

 

TCP Windows 

This controls the size of the TCP windows used by the VPN when sending traffic to 
the remote destination.  These settings can be adjusted to match the environment. 

Retires / Timeout 

These parameters adjust how the appliance handles TCP connections.  It is strongly 
recommended that these not be changed. 

MTU / Segment Size 

These parameters adjust how the appliance handles packets, the data within those 
packets and how that data is fragmented.  Defaults are recommended. 

Holdtime / Timing 

These parameters control how long the VPN testing will stop after a failure 
occurrence and the hold period between VPN probes respectively. 

NOTE: Under high latency conditions it is advised that the Test Timing be increased 
in increments of 5 seconds to prevent false outages. 

 


